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Abstract

1 Intr oduction

Two of the most longest-standingand widely-usedextensionsto
Haskell 98 are ConcurrentHaskell [10] and the Haskell Foreign
FunctionInterface[7]. Thesetwo featureswerespeci�ed indepen-
dently, but their combinationis quite tricky, especiallywhen the
FFI is usedto interactwith multi-threadedforeignprograms.

Thecorequestionis this: what is the relationshipbetweenthena-
tivethreadssupportedby theoperatingsystem(theOSthreads), and
thelightweightthreadsofferedby ConcurrentHaskell (theHaskell
threads)? From the programmer's point of view, the simplestso-
lution is to requirethat the two arein one-to-onecorrespondence.
However, partof thedesignphilosophyof ConcurrentHaskell is to
supportextremelynumerous,lightweightthreads,which(in today's
technologyat any rate)is incompatiblewith a one-to-onemapping
to OSthreads.Instead,in theabsenceof FFI issues,thenaturalim-
plementationfor ConcurrentHaskell is to multiplex all theHaskell
threadsontoa singleOSthread.

In this paperwe show how to combinethe cleansemanticsof the
one-to-oneprogrammingmodelwith theperformanceof themulti-
plexedimplementation.Speci�cally we make thefollowing contri-
butions:�

Firstweteaseoutanumberof non-obviouswaysin whichthis
basicmultiplexedmodelcon�icts with thesimpleone-to-one
programmingmodel,andsketchhow the multiplexed model
canbeelaboratedto cope(Section3).�

We proposea modestextension to the language,namely
bound threads. The key idea is to distinguishthe Haskell
threadswhich mustbe in one-to-onecorrespondencewith an
OSthreadfor thepurposeof makingforeigncalls,from those
that don't needto be. This gives the programmerthe bene-
�ts of one-to-onecorrespondencewhennecessary, while still
allowing the implementationto provide ef�cient lightweight
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threads.

Weexpressthedesignasaconcretesetof proposedextensions
or clari�cationsto theexistingdesignsfor theHaskell FFI and
ConcurrentHaskell (Section4).�

Wegive aprecisespeci�cationof theextensionin termsof an
operationalsemantics(Section5).�

We sketchthreepossibleimplementations,oneof which has
been implementedin a production compiler, the Glasgow
Haskell Compiler[1] (Section6).

2 Background

Concurrency andtheforeign-functioninterfacearetwo of themost
long-standingand widely usedextensionsto Haskell 98. In this
sectionwebrie�y introducebothfeatures,establishourcontext and
terminology.

2.1 The ForeignFunction Interface

TheForeignFunctionInterfaceextendsHaskell 98 with theability
to call, andbe calledby, externalprogramswritten in someother
language(usually C). A foreign import declarationdeclaresa
foreign function that may be called from Haskell, and gives its
Haskell type.For example:

foreign import ccall safe "malloc"
malloc :: CSize -> IO (Ptr ())

declaresthat the external function malloc may be invoked from
Haskell usingtheccall calling convention. It takesoneargument
of typeCSize (a typewhich is equivalentto C's size_t type),and
returnsa valueof type Ptr () (a pointertype parameterisedwith
() , whichnormallyindicatesa pointerto anuntypedvalue).

Similarly, a foreign export declarationidenti�es a particular
Haskell function asexternally-callable,andcausesthe generation
of someimpedancematchingcodeto provide theHaskell function
with theforeigncallingconvention.For example:

foreign export ccall "plus"
addInt :: CInt -> CInt -> CInt

declarestheHaskell functionaddInt (which shouldbein scopeat
this point) asan externally-callablefunction plus with the ccall
callingconvention.

A foreign import declarationmay be annotatedwith themodi-
�ers “safe ” or “unsafe ”, wheresafe is the default andmay be
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omitted.A foreignfunctiondeclaredassafe mayindirectly invoke
Haskell functions,whereasan unsafe one may not (that is, do-
ing soresultsin unde�nedbehaviour). Thedistinctionis motivated
purelyby performanceconsiderations:anunsafecall is likely to be
fasterthana safecall, becauseit doesnot needto save thestateof
theHaskell systemin sucha way that re-entry, andhencegarbage
collection,canbe performedsafely—forexample,saving all tem-
poraryvalueson thestacksuchthat thegarbagecollectorcan�nd
them. It is intendedthat, in a compiledimplementation,anunsafe
foreigncall canbeimplementedasa simpleinline functioncall.

We useHaskell-centricterminology: theactof a Haskell program
callingaforeignfunction(via foreign import ) is termedaforeign
out-callor sometimesjust foreigncall; andtheactof a foreignpro-
gramcalling a Haskell function (via foreign export ) is foreign
in-call.

2.2 Concurrent Haskell

ConcurrentHaskell is an extensionto Haskell that offers light-
weight concurrentthreadsthat can perform input/output[10]. It
aimsto increaseexpressiveness, ratherthanperformance; A Con-
currentHaskell programis typically executedon a uni-processor,
andmay have dozensor hundredsof threads,most of which are
blocked. Non-determinismis part of the speci�cation; for exam-
ple, two threadsmaydraw to thesamewindow andtheresultsare,
by design,dependenton theorderin which they execute.Concur-
rent Haskell providesa mechanism,called MVars, throughwhich
threadsmaysynchroniseandcooperatesafely, but wewill notneed
to discussMVars in this paper.

For thepurposesof thispaper, theonlyConcurrentHaskell facilities
thatwe needto considerarethefollowing:

data ThreadId -- abstract, instance of Eq, Ord
myThreadId :: IO ThreadId
forkIO :: IO () -> IO ThreadId

TheabstracttypeThreadId typerepresentstheidentityof aHaskell
thread. The function myThreadId provides a way to obtain the
ThreadId of the current thread. New threadsare createdusing
forkIO , which takes an IO computationto perform in the new
thread,andreturnsthe ThreadId of the new thread. The newly-
createdthreadrunsconcurrentlywith the otherHaskell threadsin
thesystem.

Details on the rest of the operationsprovided by Concurrent
Haskell can be found in [10] and the documentationfor the
Control.Concurrent library distributedwith GHC[1].

2.3 Haskell threadsand OS threads

Everyoperatingsystemnatively supportssomenotionof “threads”,
so it is natural to ask how thesethreadsmap onto Concurrent
Haskell's notion of a “thread”. Furthermore,this mappingis inti-
matelytiedupwith theFFI/concurrency interactionthatweexplore
in thispaper.

To avoid confusionin the following discussion,we de�ne the fol-
lowing terminology:�

A Haskell threadis athreadin aConcurrentHaskell program.�

An operatingsystemthread(or OSthread) is a threadman-
agedby theoperatingsystem.

There are three approachesto mappinga systemof lightweight
threads,suchasHaskell threads,ontotheunderlyingOSthreads:

One-to-one. EachHaskell threadis executedby a dedicatedOS
thread.This systemis simplebut expensive: Haskell threads
aresupposedto belightweight,with hundredsor thousandsof
threadsbeingentirelyreasonable,but mostoperatingsystems
struggleto supportso many OS threads. Furthermore,any
interactionbetweenHaskell threads(usingMVars) mustuse
expensive OS-threadfacilitiesfor synchronisation.

Multiplexed. All Haskell threadsaremultiplexed,by theHaskell
runtimesystem,onto a singleOS thread,the Haskell execu-
tion thread. Context switchingbetweenHaskell threadsoc-
cursonly atyieldpoints, whichthecompilermustinject. This
approachallows extremely lightweight threadswith small
stacks. InteractionbetweenHaskell threadsrequiresno OS
interactionbecauseit all takesplacewithin asingleOSthread.

Hybrid. Models combiningthe bene�ts of the previous two are
possible.For example,onemight have a pool of OS“worker
threads”,onto which the Haskell threadsaremultiplexed in
someway, and we will explore somesuchmodelsin what
follows.

All of thesearereasonableimplementationsof ConcurrentHaskell,
eachwith differenttradeoffs betweenperformanceandimplemen-
tationcomplexity. Wedonotwantto inadvertentlyruleany of these
outby overspecifyingtheFFI extensionsfor concurrency.

Notethatour focusis onexpressiveness, andnoton increasingper-
formancethroughparallelism. In fact,all existing implementations
of ConcurrentHaskell serialisetheHaskell threads,evenon a mul-
tiprocessor. Whethera Haskell implementationcanef�ciently take
advantageof a multiprocessoris anopenresearchquestion,which
we discussfurtherin Section7.

3 The problem weare trying to solve

ConcurrentHaskell andthe Haskell FFI weredevelopedindepen-
dently, but they interactin subtleandsometimesunexpectedways.
Thatinteractionis theproblemwe aretrying to solve.

Our designprinciple is this: thesystemshouldbehaveas if it was
implementedwithoneOSthreadimplementingeach Haskell thread.
This behaviour is simple to explain, andavoids having to expose
two “layers” of threadsto theprogrammer.

However, if implementednaively, the one-to-onemodel is expen-
sive to implement. The multiplexed model is muchcheaperand,
wherenoforeigncalls(outor in) areinvolved,theone-to-onemodel
andthemultiplexedmodelcannotbedistinguishedby theHaskell
program. Whenforeign interactionentersthe picture,mattersbe-
comemorecomplicated.In therestof this sectionwe identify sev-
eralimplicit consequencesof ourdesignprinciple,anddiscusshow
themultiplexedimplementationtechniquecanaccommodatethem.

3.1 Foreigncalls that block

Someforeign calls, such as the C function read() , may block
awaiting someevent,or maysimply take a long time to complete.
In the absenceof concurrency, the Haskell programmaking the
call mustalsoblock or take a long time, but not sofor Concurrent
Haskell. Indeed,ourdesignprinciplerequirestheopposite:
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Requirement1: a safe foreigncall thatblocksshouldblockonly
the Haskell threadmaking the call. Other Haskell threads
shouldproceedunimpeded.

Noticethatweonly requirethatasafe foreigncall benon-blocking
to theotherHaskell threads.It would bedif�cult to make a high-
performanceunsafe foreigncall non-blocking,becausethatwould
forcetheimplementationto performthesamestate-saving asfor a
safe call, sincethe Haskell systemmustcontinuerunningduring
thecall.

Requirement1 seemsobviousenough,but theHaskell FFI speci�-
cationis silenton thispoint,andindeeduntil recentlyGHCdid not
satisfytherequirement.Thiscausedconfusionto Haskell program-
mers,who weresurprisedwhena foreigncall blocked their entire
ConcurrentHaskell program.

Requirement1 might seemto completelyrule out themultiplexed
implementation,becauseif the Haskell execution threadblocks,
thenexecutionof Haskell threadswill halt. However a variantsof
themultiplexedmodelsolvestheproblem:�

At a foreigncall, arrangethattheforeignfunctionis executed
by someotherOS thread(freshlyspawned,or drawn from a
pool), while executionof otherHaskell threadsis continued
by the singleHaskell executionthread. This approachpays
thecostof a OSthreadswitchat every (safe)foreigncall.

A hybridmodelcanalsobedesignedto satisfythis requirement:
�

Have a pool of OS threads,eachof which can play the role
of theHaskell executionthread,but only oneat a time does.
At a safeforeigncall, theHaskell executionthreadleavesthe
Haskell world to executethe foreign call, allowing one(and
only one)memberof thepool to becomethenew Haskell ex-
ecutionthread.No OSthreadswitchis requiredona call, but
onthereturnsomeinter-OS-threadcommunicationis required
to obtainpermissionto becometheHaskell executionthread
again.

3.2 Fixing the OS threadfor a foreigncall

SomeC librariesthatonemight wish to call from Haskell have an
awkward property: it matters which calls to the library are made
fromwhich OSthread. For example,many OpenGLfunctionshave
animplicit “renderingcontext” parameter, which thelibrary stores
in OS-thread-localstate. The (perfectly reasonable)idea is that
OpenGLcanbeusedfrom multiple threads,for exampleto render
into independentwindows simultaneously.

This in turnmeansthatto usetheOpenGLlibrary from Concurrent
Haskell, theFFI mustsatisfy:

Requirement2: it mustbe possiblefor a programmerto specify
thata relatedgroupof foreigncallsareall madeby thesame
OSthread.

Noticethatthereis no constrainton which OSthreadexecutesany
particularHaskell thread– we needonly controlwhich OSthread
executestheforeigncalls.

Requirement2 is automaticallysatis�ed by the one-to-oneexecu-
tion model,provided we arewilling to saythat the “related” calls
are all carried out by a single Haskell thread. The multiplexed
model (basicversion)alsoautomaticallysatis�es Requirement2,

becauseall foreign calls areexecutedby a single OS thread,but
only at the costof violating Requirement1. Alas, satisfyingRe-
quirement1 usingthevariantdescribedin Section3.1,seemsto be
incompatiblewith Requirement2, becausethis variantdeliberately
useapoolof interchangeableOSthreads.Thehybridmodelsuffers
from thesameproblem.

Weareforced,therefore,toproposeasmallextensionto Concurrent
Haskell, in whichwe divide theHaskell threadsinto two groups:�

A boundthreadhasa �x edassociatedOSthreadfor making
FFI calls.�

An unboundthread hasno associatedOS thread: FFI calls
from this threadmaybemadein any OSthread.

Theideais thateachboundHaskell threadhasa dedicatedassoci-
atedOSthread.It is guaranteedthatany FFI callsmadeby abound
Haskell threadaremadeby its associatedOSthread,althoughpure-
Haskell executioncan,of course,becarriedout by any OSthread.
A groupof foreign calls canthusbe guaranteedto be carriedout
by thesameOSthreadif they areall performedin a singlebound
Haskell thread.

Wedonotspecifythatall Haskell threadsarebound,becausedoing
sowouldspecifythatHaskell threadsandOSthreadsarein one-to-
onecorrespondence,which leaves the one-to-oneimplementation
modelastheonly contender.

CanseveralHaskell threadsbeboundto thesameOSthread?No:
thiswouldpreventtheone-to-oneimplementationmodelandcause
dif�culties for the others. For eachOS thread,thereis at mosta
singleboundHaskell thread.

3.3 Multi-thr eadedclients

Supposea C programwantsis usinga library written in Haskell,
and it invokes a Haskell function (via foreign export ). This
Haskell function forks a Haskell thread,and then returnsto the
C program. Shouldthe spawnedHaskell threadcontinueto run?
According to our designprinciple, it certainly should– as far as
theprogrammeris concerned,thereis notmuchdifferencebetween
forking a Haskell threadandforking anOSthread.

Requirement3a: Haskell threadsspawned by an foreign in-call
continueto runafterthein-call returns.

A closely relatedissueis this. Supposethe C programusing the
Haskell library itself makesuseof multiple OSthreads.Thenour
designprinciple implies that if one invocationruns Haskell code
thatblocks(on anMVar, say, or in anotherforeigncall) thatshould
not impedetheprogressof theothercall:

Requirement3b: multiple OS threadsmay concurrentlyinvoke
multiple Haskell functions(via foreign export ), andthese
invocationsshouldrunconcurrently.

To supportthis behaviour in themultiplexedmodelis not dif�cult,
but requiressomespeci�c mechanism.In both cases,the current
Haskell executionOS threadmustpay attentionto the possibility
of anotherOSthreadwantingto make anin-call, lestthelatterwait
inde�nitely while theformerchuntersaway. In fact,thesamemech-
anismis necessaryto respondto anOSthreadreturningto Haskell
from a safeforeignout-call.

3



3.4 Callbacks

A commonidiom in GUI libraries is for the applicationto make
a call to the event loop in the library, which in turn makes calls
back into the applicationin the form of callbacks. Callbacksare
registeredprior to invoking theeventloop.

Considerhow this worksfor a Haskell applicationcallinganexter-
nalGUI library. Thecallbackswill beforeign-export -edHaskell
functions,sotheeventloop(in C)will call thecallback(in Haskell),
which may in turn make a foreign call to a GUI function (in C
again).It is essentialthatthis lattercall is madeusingtheOSthread
asrunstheeventloop,sincethetwo sharethread-localstate.Hence:

Requirement4: it mustbe possibleto ensurethat a foreign out-
call from Haskell is madeby the sameOS threadthat made
theforeignin-call.

With thenotionof boundthreadsin hand,thisis nothardto achieve.
We simply specifythata foreignin-call createsa boundthread,as-
sociatedwith theOSthreadthatperformedthein-call. Any foreign
out-callsmadeby that(bound)Haskell threadwill thereforebeex-
ecutedby theinvokingOSthread.

Indeed,this is the only primitive mechanismfor creatinga bound
thread:�

An unbound Haskell thread is createdusing Concurrent
Haskell's existing forkIO combinator.�

A boundthreadis createdby a foreigninvocation.

We provide a forkOS combinator, which allows a Haskell thread
(ratherthana foreigninvocation)to createa new boundthread,but
it worksby makinga foreigncall with invokesa callback(seeSec-
tion 4.2.1).

3.5 Summary

This concludesour descriptionof theproblemswe address,andof
thecoreof ourdesign.Thereis nonew syntax,andonly animplicit
distinctionbetweentwo typesof Haskell threads,dependingon the
wayin whichthethreadwascreated.Thenext sectiondescribesthe
languageextensionin detail,includingthesmallnumberof combi-
natorsthatweprovideaslibrary functionsto allow programmersto
work with boundthreads.

4 The Concurrent Haskell Foreign Function
Interface

Thusmotivated,we now summariseour proposedchangesto the
existing ConcurrentHaskell design,andtheHaskell FFI speci�ca-
tion.

4.1 Speci�c extensions

Weproposethefollowing speci�c additions:

Bound thr eads. Therearetwo typesof Haskell threads,boundand
unbound. A boundthreadis permanentlyassociatedwith a
particularOSthread,andit is guaranteedthatall foreignfunc-
tionsinvokedfrom thatboundthreadwill berunin theassoci-
atedOSthread.In all otherways,boundandunboundthreads
behave identically.

An OS threadcan be associatedwith at most one Haskell
thread.

Thenew functionisCurrentTheadBound providesawayfor
theHaskell programmerto �nd outwhetherthecurrentthread
is boundor not:
isCurrentThreadBound :: IO Bool
We de�ne isCurrentThreadBound to always return True
whenthecurrentHaskell threadis aboundthread.It mayalso
returnTrue whenthecurrentHaskell threadis indistinguish-
able from a boundthreadby both Haskell codeandforeign
codecalledby it.

Therefore,an implementationusing the one-to-onethread-
ing model(seeSection6.1) may returnTrue for all threads,
even for Haskell threadscreatedusing forkIO , becauseev-
eryHaskell threadhasits associatedOSthreadandcansafely
accessthread-localstate.

Foreign import. When a Haskell thread invokes a foreign
import annotatedwith safe , otherHaskell threadsin thepro-
gramwill continueto run unimpeded.This is not necessarily
trueif a Haskell threadinvokesa foreign import annotated
with unsafe .

Notice that unsafe calls are not required to block Haskell
threadsif the foreign call blocks; insteadthe behaviour is
unspeci�ed. In particular, it is legitimatefor a simple, low-
performanceimplementationto implementunsafe calls as
safe calls.

Foreign export. Invoking a function declared with foreign
export createsa new Haskell threadwhich is boundto the
OSthreadmakingthecall.

The main thr ead. In acomplete,standaloneHaskell program,the
systemshould run Main.main in a bound Haskell thread,
whoseassociatedOSthreadis themainOSthreadof thepro-
gram.It is asif theprogramcontainedthedeclaration

foreign export ccall "haskellMain"
Main.main :: IO ()

and the Haskell programwas startedfrom C by invoking
haskellMain() .

4.2 Derived combinators

Given the basicfunctionality outlinedabove, we cande�ne some
usefulcombinators.Theseareprovidedto theprogrammervia the
Control.Concurrent library.

4.2.1 forkOS

TheforkOS functionhasthesametypeasforkIO :

forkOS :: IO () -> IO ThreadId

Like forkIO , it alsocreatesa new Haskell thread,but additionally
it createsa new OS threadandbindsthenew Haskell threadto it.
This is accomplishedby simplymakingaforeigncall to anexternal
functionthat (a) createsthenew OSthread,and(b) in thenew OS
thread,invokestherequestedactionvia a callback,thuscreatinga
new boundHaskell thread.

We give the implementationof forkOS below for reference,al-
thoughwe have not introducedall of the conceptsusedin it. It
assumethe existenceof an external function createOSThread to
createtheOSthread;its implementationis simple,but dependson
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theparticularthreadcreationprimitivesusedon thecurrentoperat-
ing system.

forkOS action = do
mv <- newEmptyMVar
entry <- wrapIO $ do

t <- myThreadId
putMVar mv t
action

createOSThread entry
tid <- takeMVar mv
freeHaskellFunPtr entry
return tid

foreign import ccall "createOSThread"
createOSThread :: FunPtr (IO ()) -> IO ()

foreign import ccall "wrapper"
wrapIO :: IO () -> FunPtr (IO ())

4.2.2 runInBoundThread

TherunInBoundThread combinatorrunsacomputationin abound
thread.If thecurrentthreadis bound,thenthat is used;otherwise
a new boundthreadis createdfor thepurpose.Thecombinatoris
usefulwhentheprogramis aboutto makeagroupof relatedforeign
callsthatmustall bemadein thesameOSthread.

Theimplementationis straightforward:

runInBoundThread :: IO a -> IO a
runInBoundThread action = do

bound <- isCurrentThreadBound
if bound

then action
else do

mv <- newEmptyMVar
forkOS (action >>= putMVar mv)
takeMVar mv

Note that runInBoundThread doesnot returnuntil the IO action
completes.

5 Operational Semantics

In orderto make thedesignfor our languageextensionprecise,we
now give anoperationalsemanticsfor ConcurrentHaskell with the
FFI and boundthreads. The operationalsemanticsis highly ab-
stract: it doesnot modelany detailsof actualcomputationat all.
Instead,it modelsonly theoperationsandinteractionsweareinter-
estedin:

�

Therunningsystemconsistsof a pool of native (OS)threads
andapool of Haskell threads.�

Haskell threadsmayfork new Haskell threads(forkIO ), make
foreigncalls,andperformunspeci�edIO operations.�

Native threadshave anidenti�er anda stack.A native thread
maybecurrentlyexecutingHaskell codeor foreigncode,de-
pendingonwhatis ontopof thestack.Native threadsexecut-
ing foreigncodemaymake a call to Haskell code,creatinga
new Haskell thread.�

Thesemanticsmodelstherelationshipbetweennative threads
andHaskell threads,and the differencebetweenboundand
unboundHaskell threads.

Furtherrelevant semanticsfor IO codein Haskell canbe found in
Peyton Jones'“Tackling the Awkward Squad”[9] andthe original
ConcurrentHaskell paper[10].

Thesyntaxof a native threadis given in Figure1. A native thread
of form N � S� hasthreadidenti�er N, while S is an abstractionof
its call stack. If H is on top of the stack,the threadis willing to
executeaHaskell thread.If Fsi h is ontopof thestack,thethreadis
in theprocessof dealingwith acall to aforeignfunction,whichwill
returnits result to the Haskell threadh. The safetyof the foreign
call is givenby si, which is eitheru meaningunsafe,or s meaning
safe.

A native threadof the form N �

�

� is a threadwhich originatesin
foreign code; it doesnot have any Haskell calls anywhereon its
stack.

A native threadof form N � H � hasa stackthatexists only to serve
Haskell threads,andsocansafelyblock insidea foreigncall with-
out impedingotherHaskell threads.We call thesethreads“worker
threads”.

The syntaxof a Haskell threadis given in Figure 2. A Haskell
threadh of form � a� N hasactiona. The indicatorN identi�es the
native threadN to which theHaskell threadis bound.

An actiona is a sequenceof operations,�nishing with a returnof
somekind. An operationis eitheranunspeci�edIO operation(such
asperformingsomeevaluation,or operatingon anMVar), a call to
theprimitive forkIO , or acall to a foreignfunction f .

Wedonotmodelthedatapassedto,or returnedfrom,aforeigncall,
norany detailsof whattheIO operationsare.

Note that forkOS is not mentionedalongsideforkIO here.While
spawning a new unboundthreadrequiresdirectsupportby therun-
time system,creatinga new boundthreadis doneby makinga for-
eigncall to theoperatingsystem-providedthreadcreationprimitive.
Therefore,forkOS neednotbeconsideredwhenwe discussthese-
mantics.

5.1 Evolution

ThesymbolN refersto a setof native threads,andH to a setof
Haskell threads.An executingprogramconsistsof a combination
of thetwo, writtenN ;H .

We describehow thesystemevolvesin a very standardway, using
transitionrules,of form

N ;H � N � ;H �

Thestructuralrulesarethese:

N ;H � N
�

;H
�

N 	�
 t � ;H � N
�

	�
 t � ;H
�

N ;H � N
�

;H
�

N ;H 	�
 h�
� N
�

;H
�

	�
 h�

Thesestandardrules allow us to write the interestingtransitions
with lessclutter. The transitionrules for the systemaregiven in
Figure3.

We informally describeeachrule in thesemanticsbelow:

IO A Haskell threadmayperformanarbitraryIO operation.Note
that we only requirethat thereis onenative threadreadyto
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Native thread t :: � N � S�

Stack S :: � e Empty
�

H : S ExecutingHaskell
�

Fsi h : S Executinga foreigncall
�

�

Executingforeigncodeonly

Call Safety si :: � u Unsafe
�

s Safe

Figure1: Syntaxof Native Threads

Haskell thread h :: � � a� bt

Boundthreadid bt :: � e Not bound
�

N Boundto native threadN

Haskell action a :: � p >> a Sequence
�

RET Returnfrom a call into Haskell

Operation p :: � t IO operation
�

forkIO a Fork a thread
�

Fsi f Foreigncall

Figure2: Syntaxof Haskell Threads

N � H : S� ; � t >> a� bt � N � H : S� ; � a� bt � IO�

N � H : S� ; � forkIO b >> a� bt � N � H : S� ; � a� bt �

� b� e � FORKIO�

N � H : S� ; � Fsi f >> a� N � N � Fsi
� a� N : H : S� ; � FCALL1�

N � H � ; � Fsi f >> a� e � N � Fsi
� a� e : H � ; � FCALL2�

N � Fsi abt : S� ; � N � S� ;abt � FRET �

N �

�

� ; � N � H :

�

� ; � a >> RET � N � HCALL1�

N � Fs h : S� ; � N � H : Fs h : S� ; � a >> RET � N � HCALL2�

N � H : S� ; � RET � N � N � S� ; � HRET �

; � RET � e � ; � HEND �

� nothing��� N � H � ; � WKR�

whereN is fresh

N � H � ; � � nothing� � WKREND �

� nothing��� N �

�

� ; � EXT �

whereN is fresh

N �

�

� ; � � nothing� � NEND �

Figure 3: OperationalSemantics
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executeHaskell code(with H on top of its stack).Thenative
threadmayor maynotbethesameasthenative threadbound
to this Haskell thread,if any.

FORKIO A Haskell threadinvokesforkIO , giving riseto a new,
unbound,Haskell thread.

FCALL1 A boundHaskell threadmakesa foreign call. Thecall
must be made in the native thread bound to this Haskell
thread.

FCALL2 An unboundHaskell threadmakesa foreign call. The
call is madein a worker thread.

FRET A foreign call returns;theHaskell threadwhich madethe
call is reintroducedinto thepool of Haskell threads.

HCALL1 A native threadrunning exclusively foreign code(no
Haskell frameson the stack)makesa call to a Haskell func-
tion. A new boundHaskell threadis created.

HCALL2 A native threadcurrentlyexecutinga safeforeign call
from Haskell invokes anotherHaskell function. A bound
Haskell threadis createdfor thenew call.

HRET A boundHaskell threadreturns;the native threadwhich
madethecall continuesfrom thecall site.

HEND An unboundHaskell threadreturns.

WKR Thisrulemodelsthebirth of new workerOSthreads,in case
they shouldall beblockedin a foreigncall.

WKREND A worker threadexits.

EXT A new native threadis createdby foreigncode.

NEND A native thread,executingforeigncodeonly, exits.

In a executingprogram,theremaybemultiple valid transitionsac-
cording to the semanticsat any given time. We do not specify
which, if any, of the valid transitionsmust be performedby the
implementation.

Notethatin particularthisadmitsanimplementationthatdoesnoth-
ing at all; legislatingagainstsuchbehaviour in thesemanticsis en-
tirely non-trivial, so we do not attemptit. Rather, we informally
statethebehaviour weexpectfrom animplementation:

�

If a Haskell threadis performinganunsafeforeigncall, then
theimplementationis allowedto refrainfrom makingany fur-
thertransitionsuntil thecall returns.�

If a Haskell threadis performinga safecall, thenthe imple-
mentationshouldcontinueto makevalid transitionsin respect
of otherHaskell threadsin thesystem.�

Theimplementationshouldnot otherwisestarveany Haskell
threads.

Transitionswhich arenot partof this semanticsareerroneous.An
implementationmayeitherdetectanreporttheerror, or it maybe-
havein someotherimplementation-de�nedmanner. An application
which dependson implementation-de�nedbehaviour is, of course,
non-portable.

6 Implementation

In this section,we will outline threedifferent implementationsof
thelanguageextensionsdescribedin this paper. Thethird of these
hasbeenimplementedin the Glasgow Haskell Compiler; it is the
mostcomplex of thethree,but it providesthebestperformance.

We will also describethe issueof I/O multiplexing, i.e. how to
transparentlyspeedup I/O beyond the levels attainableusingsafe
foreigncalls.

6.1 OneOS Threadfor oneHaskell Thread

A verysimpleandstraightforwardimplementationwouldbeto use
the operatingsystemsuppliedthreadlibrary to createexactly one
OSthreadfor eachthreadin thesystem.

In suchan implementation,thereis no distinctionbetweenbound
and unboundthreads; every threadcan be considereda bound
thread.Thisisentirelyin accordancewith theoperationalsemantics
outlinedin Section5. Only threeof therules(FORKIO, FCALL2
andHEND) explicitly refer to unboundHaskell threads;it' s easy
to seethatnothingin theserulespreventseachHaskell threadfrom
having its dedicatedOSthread.

In Section 4.1, we de�ned that isCurrentThreadBound may
return True whenever the calling Haskell thread is indis-
tinguishable from a bound thread; we can therefore de�ne
isCurrentThreadBound = return True , andwe do not needto
keeptrackof how Haskell threadswerecreated.

ConcurrentHaskell's threadcreationand synchronisationprimi-
tives are simply mappedto the correspondingoperatingsystem
functions.TheforkIO primitivecanbeimplementedthesameway
asforkOS .

Theonly challengeis managingaccessto theheap;it is very hard
to supporttruly simultaneousmultithreadedHaskell execution(on
SMPsystems),soit will benecessaryto haveaglobalmutualexclu-
sionlock thatpreventsmorethanonethreadfrom executingHaskell
codeat thesametime.

This global lock would have to be releasedperiodically to allow
otherthreadsto run; it would alsohave to bereleasedfor safefor-
eigncalls.

Incidentally, this is exactly the strategy usedby the native-code
O'Caml implementation(seeSection7.2).

6.2 All Haskell Threadsin oneOS Thread

Thesecondapproachis to extendthe fully multiplexed schemeto
includeboundthreads.This is a naturalextensionfor an existing
single-threadedHaskell implementationwhereperformanceof for-
eigncallsis not critical.

A singleOS thread(the Haskell executionthread)is allocatedfor
theHaskell system,andis usedexclusively to executeHaskell code.
All Haskell threadsaremultiplexedusingthisOSthread.

Additionally, theHaskell executionthreadmustkeeptrackof:
�

Any OSthreadswhich have madein-calls. Eachof thesehas
givenriseto a boundHaskell thread.�

A pool of OSthreadsthatcanbeusedto make “safe” foreign
calls.

Whena Haskell threadmakes an out-call, thereare two casesto
consider:

�

The Haskell threadis bound. The Haskell executionthread
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mustpassa messageto theappropriateOSthreadin orderto
make the call, and the OS threadmust return the result via
anothermessagebackto theHaskell executionthread.�

The Haskell threadis unbound.The situationis similar, ex-
ceptthattheOSthreadto makethecall canbedrawn from the
pool.

Thecomplicatedpartof this implementationis thepassingof mes-
sagesbetweenOS threadsto make foreign calls and return re-
sults:essentiallythis is a remoteprocedurecall mechanism.How-
ever, if the Haskell systemis an interpreter, it may alreadyhave
supportfor making dynamicforeign calls in order to implement
foreign import .

A compiledimplementationis unlikely to want usethis scheme,
dueto theextra overheadon foreigncalls. For aninterpreter, how-
ever, this implementationstrategy maybelesscomplicatedthanthe
hybridschemediscussedin thenext section.

6.3 GHC' s Implementation

GHC's run-time systememploys oneOS threadfor every bound
thread; additionally, there is a variable number of so-called
“worker” OS threads that are used to execute the unbound
(lightweight)threads.

Only oneof thesethreadscanexecuteHaskell codeatany onetime;
the global lock thatensuresthis is referredto as“the Capability”.
GHC's mainschedulerloop is invokedin all threads;all but oneof
theschedulerloopsarewaiting for theCapabilityat any onetime.

Having more than one Capability available would indicate that
truly simultaneousmultithreadedHaskell execution is available;
ourcurrentimplementationdoesnothowever supportthis,because
it would requiresynchronisedaccessto the heapandothershared
state. Whetherthe implementationcanbe practicallyextendedin
this directionis anopenquestion.

6.3.1 PassingaroundtheCapability

A threadwill relinquishits Capability (i.e. executionof Haskell
codewill continuein a different OS thread)underthe following
conditions:

1. A safe(i.e. non-blocking)foreigncall is made(FCALL1/2).

For anunsafecall, we just hold on to theCapability, thereby
preventingany otherthreadsfrom running.

2. Another OS threadis waiting to regain the Capability after
returningfrom aforeigncall.

3. AnotherOSthreadis waiting for theCapabilitybecausethat
threadis handlinga foreigncall-in.

4. Theschedulerloop determinesthatthenext Haskell threadto
runmaynotberun in theOSthreadthatholdstheCapability.

When a schedulerloop encountersa Haskell threadthat is
boundto a differentOS thread,it hasto passthe Capability
to that OS thread. Whena schedulerin a boundOS thread
encountersanunboundthread,it hasto passtheCapabilityto
a worker OSthread.

5. TheHaskell threadboundto thecurrentOSthreadterminates
(HRET).

If thecurrentOSthreadhasa boundHaskell threadandthis

Haskell threadterminatesby returning,theOSthreadwill re-
leasetheCapabilityandtheschedulerloopwill exit, returning
to theforeigncodethatcalledit.

Threadsthatarejust returningfrom a foreigncall andthreadsthat
arehandlinga call to Haskell from foreigncodearegivenpriority
over otherthreads;whenever it entersthescheduler, thethreadthat
holdsthecapabilitycheckswhetherit shouldyield its capabilityto
a higher-priority thread(items2 and3 in theabove list).

After yielding thecapabilityandafterpassingthecapabilityto an-
otherthread(item 4 in the list), the threadwill immediatelytry to
reacquirethe capability; the threadwill be blocked until another
threadpassesa capabilityto it again(via item4 above),or until the
Capabilitybecomesfreewithout beingexplicitly passedanywhere
(item5).

6.4 I/O Multiplexing

Traditional “multiplexing” run time systemsthat do not support
non-blockingforeign calls usually still provide supportfor non-
blockinginput andoutput.

Theobviousway to do thisonPOSIXsystemsis to usetheselect
or poll systemcallstogetherwith non-blockingI/O. Whena read
or write requestfails to return the requestedamount of data,
the Haskell threadin questionwill be suspended.The scheduler
loop will periodicallyuseselect or poll to checkwhetherany
suspendedHaskell threadsneedto be woken up; if thereare no
runnableHaskell threads,the entirerun-timesystemwill block in
theselect or poll systemcall.

The ConcurrentFFI makes this machineryunnecessary;a “safe”
foreign call to read or write will have the desiredeffect for a
multi-threadedHaskell program.However, usingselect or poll it
is possibleto achieve muchbetterperformancethanusingsafefor-
eigncalls,becauseit doesnot requireanextra OSthreadfor each
potentially-blockingI/O operation.

At �rst, we tried extendingGHC's existing (single-OS-thread)im-
plementationof I/O multiplexing to work with thehybrid threading
modeldescribedabove. In thisscheme,anOSthreadthatblocksin-
sideselect still heldtheCapabilityto preventmultipleOSthreads
from usingselect simultaneously. When foreign codecalled in
to or returnedto Haskell while theRTS waswaiting for I/O, it was
necessaryto interrupttheselect by sendinga dummybyteacross
apipe,whichsloweddown foreigncalls(bothincomingandoutgo-
ing) a lot.

Fortunately, it turnedout thata moreef�cient solutioncanbe im-
plementedentirelyin Haskell, with nospecialsupportfrom therun
time systembeyondtheextensionsdescribedin this paper.

TheHaskell I/O library spawnsanunboundHaskell thread,called
the“I/O ServiceThread”,which usesa foreigncall to select or a
similar systemcall to watcha setof �le descriptors.Oneof these
�le descriptorsis thereadendof a dedicated“wakeuppipe” which
will beusedto notify theservicethreadwhenthesetof �le descrip-
torsto bewatchedhaschanged.

WhenanunboundHaskell threadneedsto blockin orderto wait for
someI/O, it will do thefollowing:

1. Storethe �le descriptorin questionin a globalmutablevari-
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able(anMVar).

2. Wake up the servicethreadby writing a byte to the wakeup
pipe.

3. Wait for theservicethreadto notify usvia anMVar.

TheI/O servicethreadwill repeatedlydo thefollowing:

1. Grabthesetof �le descriptorsto bewatchedfrom theglobal
mutablevariable.

2. Do a safeforeign call to select or a similar systemcall in
orderto block until thestatusof oneof the�le descriptorsor
of thewakeuppipechanges.

3. If a bytehasarrivedon thewakeuppipe,readit from therein
orderto resetthepipe's stateto non-readable.

4. Notify all Haskell threadswaitingfor �le descriptorsthathave
becomereadableor writablevia their MVars.

5. Repeat.

Whena boundthreadneedsto wait for a �le descriptorto become
readable,it shouldjust safe-callselect for that �le descriptor, be-
causethatwill bemoreef�cient thanwakingtheI/O servicethread.

This schememanagesto keepthe numberof separateOS threads
usedwhenn unboundthreadsaredoingI/O at thesametime down
to just two asopposedto n whensafeforeigncallsareused.GHC's
previousscheme(releasedin GHC 6.2)neededjust oneOSthread
in thesamesituation,but at thecostof onecall to selectevery time
throughtheschedulerloop,awrite() to apipefor every(safe)for-
eigncall, anda lot of additionalcomplexity in therun time system.

The new schemerequiresno help from the run time system,re-
movestheperiodiccall to select andsupportsmoreef�cient for-
eigncalls,at thecostof someinter-OS-threadmessagingfor every
reador write thatactuallyneedsto block. Accordingto our mea-
surements,this overheadcanbeneglected.

Note also that this schemeis not tied to GHC's hybrid threading
model;While therewouldbenoperformancegainfor aone-to-one
implementation,it also makes senseto usethis I/O multiplexing
schemeontopof theall-in-one-OS-threadimplementationoutlined
in Section6.2.

7 RelatedWork

We believe thereis nothingin the literaturethat bearsdirectly on
the particularissuesaddressedin this paper. However, thereis a
greatdealof folklore andexisting practicein theform of language
implementations,whichwe review here.

To summarisethe relatedwork: thereis a generaltrendamongst
languageswith concurrency support to move from lightweight
threadsto OS threadsin one-to-onemappingwith the language's
own threads. The mostcommonlyquotedreasonsfor the switch
are for accessingforeign library functionsthat might block, and
scalingto SMPmachines.

In relation to this paper, all of theselanguagescould supportthe
bound/unboundthreadconcept,which would thengive the imple-
mentationfreedomto usecheaperlightweight threadsfor the un-
boundthreads.To ourknowledge,therearenootherlanguagesthat
actuallydo supportthis idea.

7.1 Java

Java[2] beganwith alightweightthreadingimplementation,with all
Java threadsmanagedby a singleOSthread(Java callsthis “green
threads”).Laterimplementationsof Java movedto a native thread-
ing model,whereeachJava threadis mappedto its own OSthread.
Thereasonsfor theswitchseemto beprimarily

�

Non-scalabilityof greenthreadsto SMPmachines�

Inability to call functions in external libraries which may
block,withoutblockingtheentiresystem

And perhapsthemotivationwaspartlydueto theJNI, whichworks
smoothlybecausenative threadsareone-to-onewith Java threads.

In contrastto Java, scalingto SMP machinesis not a goal for us.
Thereis no ef�cient SMP-capableConcurrentHaskell implemen-
tation,becausedoingsois still anopenresearchquestion;themain
stickingpoint is how to synchroniseaccessto themainsharedre-
source(theheap)without killing performanceof thesystem.Fur-
thermore,scalingto multiprocessorscanoften be achieved in the
samewaysasscalingto a cluster, by usingmultiple processeswith
explicit communication.

7.2 O'Caml

O'Caml[4] supportsa choicebetweenuser-level andnative threads
for its bytecodeinterpreter, but compiled code must use native
threads. An O'Caml programmerusing native threadsmay cur-
rently assumethat eachO'Caml threadis mappedto a singleOS
threadfor thepurposesof callingexternallibraries.

Native threadswere chosenover user-level threadsfor compiled
codefor thefollowing reasons:

�

The dif�culty of implementingmultithreadedI/O in a user-
level scheduleracrossmultipleplatformsis high. Usingnative
threadsallowsthis issueto behandedoff to theoperatingsys-
tem, which signi�cantly reducesimplementationcomplexity
andimprovesportability.�

Compiled O'Caml threadsuse the machinestack. With
user-level threads,the schedulermust thereforebe able to
managemultiple machinestacks,which is heavily platform-
dependent.

In O'Caml, a non-blockingforeign call is madeby de�ning a C
function which wraps the foreign call betweenthe specialcalls
enter_blocking_section() andleave_blocking_section() ;
this may only be done when using the native implementa-
tion of threads. Similarly, calls to O'Caml functions from
C must be wrappedbetweenleave_blocking_section() and
enter_blocking_section() . Thisis equivalentto, if slightly less
convenientthan,Haskell's safe foreigncallsandcallbacks.

O'Caml could straightforwardly be extendedwith the conceptof
boundthreads,which would leave the implementationfree to use
user-level threadswith a pool of native threadsfor foreigncalls in
thesamewayasGHC.Thiswouldof courseentailmoreimplemen-
tationcomplexity, whichmaybeworsethanfor GHCdueto theuse
of themachinestackby O'Caml native codeasnotedabove (GHC
usesseparatethreadstacksmanagedby theruntime).
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7.3 C � and .NET

The .NET Common LanguageRuntime (CLR) usesa one-to-
onemappingbetweenCLR threadsandnative Windows threads.
Hence,threadsin C� arefairly heavyweight.

To mitigate this, the .NET base class libraries include the
ThreadPool class,which managesa pool of worker threadsand
a queueof tasksto beperformed,includingasynchronousI/O and
timers. The ThreadPool classmultiplexesthe waiting operations
ontoasinglethread,whichsigni�cantly reducesthecostof ablock-
ing operationcomparedwith using a new thread. Computation
taskscan also be submittedto the ThreadPool , andwill be per-
formed whenever there is a free threadin the pool. Therefore,
ThreadPool s achieve cheaperconcurrency by avoiding repeated
threadcreation/deletion,at theexpenseof possiblyhaving to wait
for a computationto beperformedif thethreadpool is empty.

Whenusedfor multiple I/O requests,the ThreadPool conceptis
basicallyequivalent to the I/O multiplexing schemeusedin GHC
(Section6.4). Themaindifferenceis thatGHC's schemeis hidden
from the programmer, who automaticallygetsthe bene�t of opti-
misedmultiplexing for all I/O operationsprovided the underlying
implementationsupportsit.

7.4 User-level vs. kernel threads

Why shouldwe careaboutlightweight threads?Many other lan-
guageshaveditchedtheconceptin favourof a one-to-onemapping
betweenthelanguage's own threadsandnative OSthreads.

The reasonis that lightweight Haskell threadscanstill be signi�-
cantlycheaperthanusingOSthreads.For example,thefastestim-
plementationof nativethreadsonLinux, theNativePOSIXThreads
Library[6] claims20µsecper threadcreation/exit, whereasGHC's
implementationof ConcurrentHaskell canachieveanorderof mag-
nitudeimprovementover this: the conc004 test from GHC's test
suiteperformed106 threadcreation/exit operationsin 1.3secon a
1GzPIII, giving a threadcreation/exit time of 1.3µsec.TheNPTL
paperdoesn't givedetailsonwhathardwarewasusedfor theirmea-
surements,but a 1GHz PIII would seemto bea reasonableguess,
beinga midrangesystemat thedateof thatpublication.

NativethreadsonotherOSsareevenmoreexpensive;Windows for
examplehasnotoriouslyexpensive operatingsystemthreads.

Theseimplementationsof OS threadsare mapping OS threads
onto kernel threads, andthekernel is managingthe schedulingof
threads.This is thereasonfor muchof theoverhead:many thread
operationsrequirea trip into thekernel.

SocanOSthreadsbeimplementedin userspace?Certainly;there
aremany implementationsof purelyuser-spacethreadinglibraries,
andtheseareindeedoftenfasterthankernelthreads.Oneproblem,
however, is that this doesn't let themultithreadedapplicationtake
advantageof a multiprocessor;for thatyou needat leastonekernel
threadfor eachprocessor, so to this endhybrid modelshave been
developed[8, 3] whichuseamixturebetweenuser-spaceandkernel
threads(sometimescalledanM : N threadingmodel,indicatingthat
M OSthreadsaremappedto N kernelthreads).

It remainsto be seenwhetheran implementationof OS threads
can approachthe performanceof lightweight ConcurrentHaskell
threads.If thatwereto happen,thentherewould beno reasonnot

to useaone-to-oneimplementationfor ConcurrentHaskell, andthe
bound/unboundconceptwould be redundant.However, thereare
reasonsto believe thatthis is unlikely to happen,at leastin thenear
future:

�

TheNative POSIXThreadsLibrary[6] is 1:1,andclaimsbet-
ter performancethan a competingN:M implementation[3].
The improvementis largely attributed to the complexity of
implementingtheN:M scheme.�

EachOS threadsby de�nition needsits own machinestack.
Machinestacksareimmovable,so mustbe allocateda �x ed
portion of theaddressspacewith enoughroom for thestack
to grow. Sincethe library doesn't know aheadof time how
muchstackspacea threadwill need,it mustguess,and in-
evitably thiswill endupwastinga lot of addressspace,which
on a 32-bit machineis a scarceresource.In contrast,Haskell
threadshave stacksthatarefully garbagecollectable,andcan
bemovedandgrown at will.

Andersonet. al.[5] proposedawayto effectively combinethebene-
�ts of user-level threadsandkernelthreadsby having explicit com-
municationbetweenthekernelschedulerandtheuser-level thread
scheduler. A derivative of this schemeis currently being imple-
mentedin the FreeBSDoperatingsystem;no performancemea-
surementswereavailableat thetime of writing.

8 Conclusion

We have designeda simpleextensionto theHaskell ForeignFunc-
tion Interface,for specifyingpreciselythe interactionbetweenthe
FFI andConcurrentHaskell. It allows for thefollowing features:

�

Non-blockingforeigncalls�

CallbacksandCall-insfrom multithreadedapplications�

Interactingwith multithreadedforeign libraries,and foreign
librariesthatmake useof thread-localstate

Furthermore,theextensionsrequirenonew syntax,andhaveasim-
ple operationalsemantics.A few simplelibrary functionsarepro-
videdfor theprogrammerto work with theextensions.

Moreover, we have donethis without requiring any fundamental
restructuringof existing Haskell implementations:thereis no re-
quirementthat the Haskell runtimebe multithreaded,or that par-
ticular OSthreadsareusedto executeHaskell code.However, we
do accommodateanef�cient implementationbasedon lightweight
Haskell threadsanda pool of OSworker threadsfor execution.

Thereis animplementationof theef�cient schemein a production
Haskell Compiler (GHC), andwe are currentlygatheringexperi-
encein usingit.
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